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1. The Bioinformatics Data Overload

Life Sciences education and research requires high performance computing infrastructure,
such as clusters. With the large and increasing size of Bioinformatics databases, applications
often require months of processing time per data set.

As an example, the GenBank database has been growing at a rate of a doubling every 12
months. There is a corresponding need for an increasing amount of computational power to
analyze all that data.

2. Introducing BioBoost

The Progeniq BioBoost turbo-charges applications such as Pairwise and Multiple Sequence
Alignment  with performance of over 20 equivalent 2.4GHz CPU cores from a single
accelerator.

This is done by leveraging on a reconfigurable hardware processor that can 'rewire’ itself on

the fly according to whichever application needs to be accelerated. Such processors are
technically known as Field Programmable Gate Arrays (FPGAS).

3. Removing Bottlenecks to Increase Workflow Throughput

The BioBoost accelerator can speed up specific applications, depending on how well such
applications lend themselves to parallelization on FPGAs.

To maximize the use of such hardware accelerators as well as computational clusters,

there is a balance that should be achieved in terms of leveraging on the BioBoost
accelerators to remove computational bottlenecks so as to maximize throughput with the
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rest of the cluster.
A typical compute job consists of a series of tasks in a workflow. The time taken to complete

the entire job often follows the 80/ 20 rule, i.e., 80% of the total time is spent on 20% of all
the tasks. The effect of this is illustrated as a road in the figure below.

The road and its corresponding width in lanes illustrates how the most computationally
intensive task causes a bottleneck in the throughput.

A cluster parallelizes execution of a job on multiple nodes. The effect of such distributed
processing is to widen the road at all points, as shown below.

The bottleneck still exists, but the effect is lessened by distributing the job to more nodes at
once.
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The Progeniq BioBoost has a different effect on the workflow. The BioBoost undertakes
processing of the intensive OCompute Task 30, accelerating that 20x faster.

Accelerating Task 3 cuts the bottleneck and total processing time, redistributing the time
needed by each task. Task 2 takes up the most time now, followed by Tasks 1 and 4.

Tasks 1, 2, and 4, can be distributed on a cluster. This will widen the road at these points,
giving the maximum throughput in processing the entire workflow.
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Leveraging on both the cluster and accelerated nodes allows the end-user to obtain his
results faster and at lower cost.

4. Benchmarks

To illustrate the concept described above of accelerating the computationally intensive
stages of a workflow, benchmarks were done on a Multiple Sequence Alignment (MSA)
workflow which consists of three major stages.

1. Sequence Distance Matrix computation
2. Guide Tree Generation
3. Progressive Alignment

A profiling of the execution on a CPU shows that around 70%-80% of the total computation

time is spent on Stage 1, only 0.5% is spent on Stage 2, and 20%-30% is spent on Stage
3.
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Stage 1 is the most computationally intensive, and is implemented on the BioBoost.
Removing this bottleneck cuts and redistributes the total processing time. The resulting new
execution profile is shown below.

Stage 1 now takes up only 10% of the total computational time, down from 80%. Stages 2
and 3 can now be distributed on a cluster to maximize the throughput of the entire
workflow.

In terms of speedup factor and actual time taken, the BioBoost accelerated Stage 1 runs at
about 25x faster, cutting down processing time from 10 minutes to 25 seconds, as shown in
the table below.

WWW.progenig.com



Progeniq BioBoost White Paper

Leveraging on both clusters and accelerators will hence allow the application to remove
bottlenecks and speed up the entire workflow, giving the end-user to his results faster.

5. Ratio of Cluster Nodes to BioBoost Accelerated Nodes

As can be inferred from the benchmarks for MSA above, there is an optimal ratio of cluster
nodes to BioBoost accelerated nodes that can be calculated to ensure that the results
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throughput is maximized and computational resources allocated to each stage in the
workflow are operating at maximum efficiency.

This can be theoretically calculated as follows:
Assuming three stages in a workflow where -

Sh represents a stage of the workflow

Tn represents the computational time needed at a stage,
to produce the set of output(s) needed for the next stage to start processing

Wrepresents the throughput rate, i.e. the total time needed for the workflow
pipeline to produce a single output, when the pipeline is completely filled

The above workflow has sample values inserted for Sn, Th,and W

The throughput rate follows the maximum time Tn. In this case, S; takes the longest
processing time, hence

W=max(T n)=T 1 =50s
T2 and Tz are significantly lower than W hence S; and S3 spend a considerable amount of
time in idle state, waiting for the output from S; to be ready. This efficiency can be
calculated as

En :(T n /W)XlOO

Correspondingly,

E; =(50/50) x 100 = 100%

E, =(2/50)x 100 = 4%
Es =(30/50) x 100 = 60%
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So although S; is operating at maximum efficiency (no time spent idling), Sy and Sz are
inefficient.

To maximize workflow throughput and allow:
Exs =E2 =E3 =100%
Tnh should be equalto  Wfor all n:
Ty =T =T33 =W
We introduce a speedup factor Xn at each stage Sy, that will attempt to achieve the above.

X1.T1 =X2.To2 =X3.T3 =W
X1.50=X 22=X 3.30=W

Assuming Xz =1,

W=X>.2
wW=2
X1.50 = W
X1.50=2
X1 =1/25
X3.30 =W
X3.30=2
X3 =1/15
Hence, to achieve maximum throughput with W=2 and E, =100%,

Sz will have to be accelerated by 25x and
Sy will have to be accelerated by 15x

The BioBoost is used to speed up S1 in an attempt to reach the optimal workflow
throughput. Assuming that introducing the BioBoost causes S1 to be sped up by a factor of:

X1 =50
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This causes the new  Tj to be:

T =50/50=1s

The effect of this is that Sz is now the bottleneck in the workflow, resulting in:

W=T3 =30s

To achieve maximum efficiency

W=T1=1s

Xo.To =X3.T3 =W=1s
X2 T2 =1

X2.2 =1

X2 =1/2

X3.T3 =1

X3.30=1

X3 =1/30

This can be achieved by parallelizing

E, =100%, we need to speed up

S> and Sg over a cluster.
Assuming the speedup factor is directly proportional
workflow throughput can therefore be achieved with the following architecture:
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6. User Case Study

National Centre for Genetic Engineering and Biotechnology (BIOTEC),
Thailand

The BIOTEC in Thailand runs the below workflow for gene annotation:

A benchmark run of the following input was done on a PowerPC G5 machine:
Query Sequence:

>gi[110350668|ref[NM_033180.3| Homo sapiens olfactory receptor,
family 51, subfamily B, member 2 (OR51B2), mRNA
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Sequence Length : 1055 bp
ORF Length 1312 aa

The timing results for each stage and the proportion of time taken is shown below:

As can be seen, the Smith-Waterman stage is by far the most computationally intensive,
taking up almost 95% of the total time for data sets of about 40 sequences. Accelerating
this stage with the BioBoost results in the following benchmark speedup levels, and the
corresponding times for the entire workflow:
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The time taken for the Smith-Waterman stage as a proportion of the entire workflow now
drops to about 35% for a data set of 40 sequences, and even lower at about 5% for a data
set of 200.

To maximize throughput, we need to speed up the ClustalW stage by parallelizing it on a
cluster using MPI. Assuming that the user has an average of 40 sequences per data set, it
will benefit him to optimize his workflow for that data set size.

The time taken for processing at the Smith-Waterman  stage (with BioBoost) for a 40
sequence data set is about 20s.

Tsmith-waterman = 20s

The processing time at the ClustalW stage for a 40 sequence dataset is:
Telustaw = 32s

To maximize throughput,

W =T smith-waterman = 20s
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Using MPI, the ClustalW stage needs to be sped up by a factor of Xclustalw
Telustaw X clustaw =208 =W
32.X clustalw =20
Xelustalw =20/32
Xelustalw =0.625
Xelustalw =1/1.6

Hence, the ClustalW stage needs a speedup factor of 1.6x

Benchmarking the MPI parallelized ClustalW stage over 2 to 5 nodes results in the following
timings:

As can be observed, parallelization over 4 nodes gives the speedup level of about 1.8,
close to the 1.6x calculated as needed to be achieved for optimal throughput of this
workflow.

The corresponding percentage time taken by each stage with BioBoost accelerated Smith-
Waterman stage and ClustalW parallelized with MPI over 4 nodes is as shown below.
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Both the Smith-Waterman  and ClustalW stage now take up close to 50% of the total
workflow processing time, hence allowing the maximum throughput of results.

Therefore, with one BioBoost accelerator, the optimal number of cluster nodes at each
computational stage is as shown below:

f— — — — — — - — — —
DNA
WW*H’M’M*
Input
Software ORF Finder TRANSLATE Smith- ClustalW Phylip
used: Waterman

7. Conclusion

The BioBoost is able to remove bottlenecks in computational workflows by speeding up
specific applications at speedups. However, to maximize the rate at which an end-user
obtains his results, there is a need to optimize the throughput of the entire workflow. This
can be done by leveraging on both the BioBoost and cluster nodes.
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